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My research lies at the intersection of cognitively inspired approaches and foundational
artificial intelligence. By incorporating principles from cognitive science I aim to de-
velop intelligent, generalist embodied systems capable of open-ended learning, with
the ultimate goal of advancing artificial general intelligence.

My current research focuses on bioinspired computer vision and self-supervised visual rep-
resentation learning. I fundamentally believe, that by drawing parallels between artificial and
biological systems we have a unique chance to understand one system better by learning
about the other. Leveraging principles from cognitive science to me is the most promising
path towards truly intelligent systems, which informs my research.

For instance, in the realm of ° supervised learning I investigated how principles from bi-
ological vision can inform the design of artificial systems and machine learning techniques.
Feedback connections, while ubiquitous in the pre-frontal cortex, are largely ignored for im-
age classification tasks. Incorporating these recurrent connections I developed novel image
classification systems with deep neural networks that proved to be superior in challenging
tasks like occlusion (Fig. B) [1, 2]. Moreover, these networks were also able to reproduce
perceptual phenomena, like hysteresis [3].

More recently, I started to investigate the novel idea originating from developmental sci-
ence to leverage the temporal structure of image sequences in order to learn meaningful
representations from visual data [4]. This work has resulted in improved performance of
SOTA o self-supervised learning methods regarding downstream tasks such as object
recognition, and scene understanding. I presented my findings at ICLR and the approach
provided significant insight into how actions taken by an embodied agent, like movement
and object manipulation benefit the building of a potent latent representation [5] and even
might partially explain how the perceptual phenomenon of color constancy could be learned
[6].

A defining characteristic of my research is a systematic and interdisciplinary approach.
Coming from a background in physics I tend to look at things in a bottom-up fashion, elucidat-
ing complex systems by rigorously examining the simple building blocks they are made out
of. At the same time I draw from a second Bachelor's degree in Psychology, which endowed
me with the ability to examine phenomena with a top-down perspective and incorporate
ideas from cognitive science. I draw upon theory and methodology from those two fields
as the foundation for my experimental design, and craft data analyses grounded in deep
knowledge of the domain in question. I have collaborated closely with scholars and students
across a broad spectrum of disciplines, including Al, physics, computer vision and cognitive
psychology, and presented my work at top-tier conferences.

Towards Embodied Artificial Intelligence

The project presented at ICLR [5] provides a first stepping stone towards an active, embodied
agent exploring its environment in a self-supervised fashion. While already including an agent
of sorts, its particular movement and object manipulation actions were guided by a prede-
fined policy. As such, it lays the groundwork to integrate an autonomous e reinforcement
learning (RL) agent that shapes its policy in order to build an efficient visual representation.
Another key aspect of embodiment is multimodal perception. Together with colleagues
we created a platform built on the Mujoco physics engine and the Gymnasium environment
to foster RL research that leverages concurrent sensory input (like vision and touch, see Fig.
D.) to learn both in a goal-directed and open-ended fashion [7, 8].
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A. Learning from Cognitive Science

Inspiration from human cognition and
perception bootstraps machine learning
and artificial intelligence.

. Recurrent Neural Networks

Visual processing can benefit from
recurrent (lateral, green; top-down, red)
processing, like in the prefrontal cortex.
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adapted from Ernst et al. Journal of Vision '21

. Self-Supervised Representation Learning

Temporal self-supervised learning can
yield useful visual representations for
downstream tasks and explains
perceptual phenomena.

adapted from Ernst et al. ICDL'24

. Multi-Modal Perception

Multimodal and concurrent input benefits
learning. (left) Anaglyph of left and right
eye views. (right) Visualization of touch
sensors in the hand, with those reporting
a force colored red.
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Future Research Agenda

Over the past years Reinforcement Learning (RL) has been gaining traction as a new
bio-inspired paradigm for control [9, 18, 11]. Model-free RL has proven to be remarkably
capable in solving problems in simulated environments like arcade games [12], Go [13] and
even continuous control tasks [14]. Yet, key challenges remain and need to be overcome to
enable truly intelligent, embodied systems. For once, current agents struggle with efficient
exploration in sparse-reward settings, have difficulty to generalize across multiple tasks,
display poor sample efficiency and are failing to learn long-horizon behaviours [15]. For my
PhD I would like to address these key challenges with contributions in the following domains:

o Intrinsic Motivation. One of the fundamental challenges in reinforcement learning
(Fig. E.) is balancing exploration and exploitation. I am interested in designing intrinsic moti-
vation (IM) mechanisms inspired by human curiosity, novelty-seeking behavior, and reward
uncertainty. By developing novel reward signals, agents are able to more autonomously
discover useful behaviours and skills in a open-ended environment [16, 17]. This approach
has recently been extended to providing adversarially motivated goals [18] and has been
extended in a multi-modal fashion to language [19]. IM proves exceptionally useful for
sparse reward tasks, moreover it has shown some promise for real-world applications like
robotics [20].

e Model-based Reinforcement Learning. Incorporating world models into RL allows
agents to plan, predict, and simulate future outcomes [21]. A model-based system that learns
from high-dimensional input (e.g. raw pixels) is able to form an implicit representation of the
general physics of the scene (Fig. F.) [22, 23]. This might even be improved when combining
raw inputs from multiple sensory modalities [8]. Previous work has shown that it is possible
to leverage the learnt model to solve multiple toy-problems on various agent configurations
[24]. Moreover this technique dramatically increases sample efficiency, making it feasible to
directly train on hardware [25]. Building on my experience with recurrent neural networks
I aim to develop methods that integrate uncertainty-aware planning, and environment-
agnostic predictive models that can adapt to novel settings, i.e. multi-task learning. A branch
I find especially interesting is at the intersection with IM, as developmentally inspired
curious exploration within world models shows promise for downstream tasks, like object
manipulation [26, 27].

o Hierarchical Reinforcement Learning. Many real-world tasks require reasoning across
multiple levels of abstraction, be it in spacial or in temporal dimension. When making a
lasagna we restructure the overall goal into a recipe of subgoals that starts with chopping
onions and ends with sprinkling cheese on top. Moreover, we never consciously think about
the complex motor commands sent to our fingers to achieve these subtasks. Drawing inspi-
ration from Marvin Minsky's society of mind [28] it seems sensible to incorporate hierarchical
structures into RL. Previous work in this domain can be categorized in feudal and option
learning [29, 30], and implementing hierarchy has proven to help solve challenging tasks
[31]. T aim to develop hierarchical RL algorithms that learn the subgoal space akin to [32]
(Fig. G.) and to combine model-based learning with hierarchical structures enabling agents
to decompose complex problems into subgoals and learn structured policies in imagination.

Conclusion

My ambitious research agenda is driven by a passion for discovery and a commitment to
solving problems through foundational advancements in AL A PhD project would focus on
one or two of the presented aspects, however, as a long term goal I would like to create a
framework to integrate all three aforementioned facets of learning. By integrating curiosity,
hierarchical organization and world models, I aim to develop robust and intelligent agents
that are scalable, efficient, and capable to succeed across domains.
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E. Intrinsic Motivation
Model of RL integrating IM. The
environment is factored into an internal
and external environment, with all
rewards coming from the former.
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F. Model-Based RL

World model learning with a recurrent
state space model that uses a sequence
of deterministic recurrent states.
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G. Hierarchical RL
A two-level hierarchical framework to
learn a higher and lower level policy with
a latent subgoal space.
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